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Go: A practical introduction to slices 
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Slices are one of the many exciting features of Go that give it the same feeling as a dynamic 

language. They allow you to have a dynamically sized array, pass arrays by reference, and 

have multiple array-like types that are all supported by the same underlying array. All of 

this leads to solving problems in a much more efficient way, and creating less garbage for 

the garbage collector to clean up. 

So what is a slice? A slice is like a window into an array, and like windows on a 

house, they all give you a view into the same house, but depending on which window you’re 

looking through, you may be looking at a different part of the house. 

If you come from a language like Perl working with slices will be very familiar, with 

the exception that in Go slices share the same underlying array. 

Let's take a look at how a slice looks. Assuming that we have an array of four users 

(Tim, Joe, Bob, and Tom), we can create two slices -- one of the first two users, the other 

of the last two users. Figure 1 demonstrates what it might look like: 

 

With Go, there are several ways you can 

store your data in memory. Some of these 

concepts may be familiar to you already like 

Arrays, and Maps; although, they may work 

slightly differently than you're used to. But 

others, like slices, might be a completely new 

concept. In this article, we’ll introduce slices 

and talk about what they let you do. 
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Figure 1 

The two slices work just like normal arrays, except their indexes are relational to 

where they exist in the current slice and not the original array, and any changes made to an 

element on either side is seen by the other, because the data is actually stored in an array 

shared by both slices. 

We're going to continue on with our document versioning example, and how we can 

use slices to combat our second problem from the arrays section -- checking to see if the 

version we're adding surpasses the upper bounds of the version array. We need to account 

for an unknown number of versions, our example from the arrays section was limited to the 

size of the array we defined in the code. First let's take a look at the various ways that we 

can create slices. 

Slicing an array or another slice 

We can slice an array or another slice by using the [] syntax; if you worked with slices in 

Perl then this will be very familiar to you. Slicing an array or another slice is a nice 

convenience when you only want to work with a subset of a larger data set. First we'll look 

at an example, then we'll walk through how this works. 
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 users := [4]string{"Tim", "Joe", "Bob", "Tom"}  

top := users[0:2] // [Tim Joe] 

The first number inside the slice brackets represents the starting element, the second 

represents the ending element. This is exclusive, so it does not include the ending index. 

// Create a new variable top, containing the first 2 users 

top := users[0:2] // [Tim Joe] 

You can omit either index, in order to have the starting or ending index determined 

for you. When you omit the starting index 0 is assumed. 

This example grabs from the start of the array/slice up to but not including the 2nd 

index. 

// Create a new variable top, containing the first 2 users 

top := users[:2] // [Tim Joe] 

You can also omit the ending index and len(array) is assumed. This example grabs from 

the element at index 2 till the end of the array or slice. 

// Create a new variable bottom, containing everything from index 2 till the end 

of bottom := users[2:] // [Bob Tom] 

Creating Slice Literals 

Another way we can create a slice is by creating a slice literal. The nice thing about creating 

slice literals is that they allow you to create the slice and populate it on the same line in 

your code. They are defined nearly identical to the way that array literals are defined. The 

difference is that we don't specify a size, or use the ellipses (...). 

 
users := []string{"Tim", "Joe", "Bob", "Tom"} 
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We can also define a slice that is initialized and will have a 0 length underlying array 

by declaring it as we do any other variable. This variable has 0 length, until we initialize it 

with make() 

var s []int 

Defining a slice with make() 

One of the most common ways you might see a slice created is using the make() function. 

  s := make(   

[]int,   

  0,       

  10)      

Type that is being made 
Initial size of the slice 
Initial capacity of the slice 

The first argument for make is the concrete type. The second argument is the size of 

the slice. The third argument is the size of the underlying array, which is beneficial if you 

have an idea the size that this slice could grow to, in order to prevent new allocations and 

copying of the array when elements are appended as you'll see in the performance 

considerations section. 

 

Getting Down to Business with Slices 

We've learned what slices are, how to create them, and how to slice existing arrays and 

slices. So let's get back to our example and how we can utilize them to have a dynamic 

number of versions. Some of the commands we haven't talked about yet, but we'll go over 

them as we walk through how our new solution works. 

This rewritten example application shows how you could use a slice to manage a list 

of versions of a document to manage UNDO functionality for a text editor type application. 
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In this example, you'll see the append() function for the first time, which shows you how 

easy it is to add items to an existing slice.  
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Listing 1 

package main import "fmt" var 

versions []string func main() {     

versions = make([]string, 1)   

    Changed("Welcome to Go Arrays") 
    Changed("Welcome to Go Arrays 2!") 
    Undo() 

    

fmt.Println(DocumentText()) } 

func DocumentText() string { 

    return versions[len(versions)-1] 

} 

func Changed(text string) { 

    versions = append(versions, text)  

} 

func Undo() { 

    versions = versions[:len(versions)-1]   
} 
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Allocate a slice containing one element 
Retrieve the string at the last index, as it's always the most recent value 
Append the new version to the slice 
Reslice to remove the last version created, reverting to previous version as latest 

The first change we made is we now use a slice to hold our versions, so that we aren't 

restricted to a maximum number of versions that we defined at compile time, we initialized 

that slice in main() using the make() command and the rest of main() remains the 

same. 

The Changed() method has been modified to make use of append(). Let's talk 

a bit more about how append works. 

 

Appending/Growing 

We can dynamically adjust the size of a slice by using the append() method. The 

example above is adding new versions to the slice by appending items to the existing slice 

using this line of code: 

versions = append(versions, 

text)            

If the underlying array is large enough, it places the value at the next index in the 

underlying array, and then returns a new slice object that contains all the items in the current 

slice, as well as the new item. If the underlying array is not large enough to support this 

new item, a new array with a larger size will be created, and the items from the old array 

will be copied, and the append will take place the same as above. 

Remember this does not modify the original slice. It creates a new slice that contains 

this new element. So you need to assign it to a variable. In this case, we're reusing the same 

variable name, and assigning the newly created slice to it: 

versions = append(versions, 

text)            
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A little gotcha to be cognizant of is that if you have references to multiple slices of 

the same underlying array, and you append to a slice referencing an earlier segment of the 

array, it will grow into the space that slices containing later segments of the array have 

references to. 

Let’s make this point more clear with an example. In the following code we'll make 

a slice of four strings. Then we'll create slices of that original slice, one with just the first 

element, and one with the last three elements. Now we'll append data to one of the slices 

and see what happens: 

 

 

 users := []string{"Tim", "Joe", "Bob", "Tom"}   

a := users[0:1]  b := users[1:]   

fmt.Println(a) // Outputs: [Tim] 

 fmt.Println(b) // Outputs: [Joe Bob Tom]  a = 

append(a, "Chris")   fmt.Println(a) // 

Outputs: [Tim Chris]  fmt.Println(b) // 

Outputs: [Chris Bob Tom]   

Create a slice of four strings 
Take a slice of the users slice, with the first element 
Take a slice of the users slice with the last three elements 
Append an element to one of the slices 
The second slice references different data after the append 

The reason for this is that just like if the array was empty, it fills the next element in 

the array then creates a new slice pointing one element further into the array. It has no 

knowledge of what is or isn't referencing this later section. Figure 2 shows what the memory 

looks like in this scenario, before and after the append. 

Slice b is pointing to the users array from index 1 through index 3. Slice a is pointing 

to the users array containing only index 0. So when we append to slice a it grows by one, 
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and into index 1 of the users array which slice b already sees at b[0], so the change is also 

reflected there. 
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Figure 2 

Also remember just as we showed with pointers to arrays, although a slice is a 

reference type. Whenever you pass it to a function, or use append() you are getting a 

new slice, pointing to the same underlying array and starting and ending positions. 

 

 

Checking the capacity of a slice 

Sometimes it's beneficial to see how much room the slice has left to grow before a new 

underlying array gets allocated. When performance matters, you may want to make your 

memory allocations in larger blocks, rather than one at a time. The cap() can be used for 

this. 

s := make([]int, 0, 10) 

fmt.Println(cap(s)) // Outputs: 10 

An important thing to note is that the capacity shows the size of the current slice, as well as 

the room left from the end of the slice to the end of the array. The capacity does not include 

any elements in the underlying array that are located before the first element in our slice. 

This can be demonstrated with the following code. 

 

  users := []string{"Tim", "Joe", "Bob", "Tom"} 

  // Create a slice of users, starting at index 0 and end at index 2 

(exclusive)   top := users[0:2] // [Tim Joe] 

  // Create a slice of users, starting at index 2 and end at index 3 

(exclusive)   bottom := users[2:3] // [Bob] 

  fmt.Println(cap(top)) // Outputs: 4   

fmt.Println(cap(bottom)) // Outputs: 2 

  

 

Once you have created a slice, you can never gain access to earlier elements in the 

array, unless you have access to a slice that contains them, or the original array or slice. 
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As with our section on array internals, we will also go over the internals of how slices 

work and performance considerations, it's highly recommended you take a look over the 

next two sections to help prevent common mistakes, bugs, and performance issues that can 

creep up. 

Slices in Action 

Now let's make some changes to the Undo() function. To refresh your memory, we 

changed our original example to use slices with this line of code: 

 
versions = versions[:len(versions)-

1]   

Here we now just reassign versions to a slice of itself. We slice the current versions 

slice from the first index, up to len(versions)-1 essentially creating a new slice that contains 

all but the last element in the original. 

Because this is a slice, the underlying array remains unchanged just like our 

implementation with arrays, but instead of using a variable to hold the last index, we now 

have a slice that we can work with just like an array, and we only see the versions that have 

not been undone. Figure 3 shows us what our versions slice looks like now. 
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Figure 3 

We demonstrate here that the array is growing at the same rate as the slice, but in 

actuality the Go runtime may increase the underlying array by larger amounts for efficiency 

to minimize the number of allocations, and garbage collections that need to occur. The 
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important thing to notice is that we have a new slice that is a window into that array (or a 

new one in the case that we run out of capacity), and contains only the elements we've 

added. 

Figure 4 shows what happens to our slice once we call Undo() Notice that the 

underlying array still has the additional value in it, but our slice is only referencing up till 

the prior item. 
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Figure 4 

As you can see in the bottom image of Figure 1.6, the Undo() function reslices the 

underlying array to include everything but the latest version, effectively undoing  

Slice internals 

To help understand slices it helps to think of them as a struct, with a pointer to an array, the 

starting element, the len, and the capacity. If we were to append here, a copy of this struct 

would be made, and len() would be incremented. 

type Slice struct { 
    array 

*[]string     

start int     len 

int     cap int } 

Slices work just like pointers, they are passed by value, but are reference types. So 

the slice itself would be copied, but an internal property still contains a reference to the 

original array. We cannot assign to the original slice parameter and have it seen by the 

caller. 

The following example demonstrates this more succintly. When you pass a slice to 

a function, make a change inside the fucntion, and then reference the same slice later, the 

change doesn't show: 
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  func addUser(users []string, user string){       

users = append(users, user) 

      fmt.Println(users) // Outputs: [Joe Bob Tom 

Chris]   } 

  func main() { 
    // Declare and initialize users slice     

users := []string{"Joe", "Bob", "Tom"}     

addUser(users, "Chris") 

    fmt.Println(users) // Outputs: [Joe Bob Tom] 
  } 

  

Notice that the changes made inside the addUser() function were not reflected in 

the slice within the main() function. This is because the slices themselves are two separate 

objects, although they started out as pointing to the same array, and had the same length 

and capacity. The variable inside the addUser() method is a separate object in memory 

altogether, so we are just assigning the new slice to the variable local to the function. One 

way you might actually see the change reflected is if we append to a slice that has a capacity 

big enough for the new element: 

  func addUser(users []string, user string){       

users = append(users, user)       fmt.Println(users) 

// Outputs: [Tim Joe Bob Chris] 



 

 
For source code, sample chapters, the Online Author Forum, and other resources, go to 

http://www.manning.com/ketelsen/. 

  

 

  } 

  func main() { 
      users := []string{"Tim", "Joe", "Bob", "Tom"} 

  
      // Here we pass a slice of the first 3 elements, so the call to 

append() 
    // will overwrite the 4th element.       

addUser(users[:3], "Chris") 

      fmt.Println(users) // Outputs [Tim Joe Bob Chris] 
  } 

  

 

Because we have a reference to the index that got filled in the underlying array we 

are able to see the change. Our original users slice points to the same indexes of the array, 

as the slice that was returned in the append() call. You cannot rely on this behavior 

though. If the slice does not have sufficient capacity, a new underlying array would be 

created, and the old slice in the main() method would still be referencing the original 

array. This is why it's important to assign the value that is  

Performance considerations 

Knowing what we now know about slices containing pointers to an underlying array, we 

should also consider that if we sliced a very large slice or array, say the contents of a file, 

or a large request stream, even if it was a small section we are maintaining a reference to 

the potentially large underlying array until all the references to the slices are gone, thus 

preventing the garbage collector from freeing that memory. 

If you need to return or pass along a small section of a large array we recommend 

using copy(). This will allow you to create a new slice only containing the desired 

elements, without the reference to the original backing array. 
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 users := [4]string{"Tim", "Joe", "Bob", "Tom"} 

 // Create a new slice with 2 elements, it must have a length of 2, not just a 

capac  top := make([]string, 2) 

 // Copy the data from the first 2 positions of users, into top, until len(top) 

has  copy(top, users[0:2])  fmt.Println(top) // # Outputs: [Tim Joe] 

 // Let's output the capacity to make sure we only have 2 elements and not 4 

 fmt.Println(cap(top)) // Outputs: 2 

Now that we have a new array and slice holding our two users, we are no longer 

holding a reference to the larger array when the method returns the garbage collector is free 

to clean up that memory. 

Another important performance consideration is to try to create slices using make() 

that can support the growth of your array. For example if you know your array is going to 

grow to 1,000 elements, you can allocate an array of that size, which will prevent new 

arrays from being allocated and memory copied each time your array needs to grow. You 

can always have a variable that contains a reference to the original array or slice, as well as 

one containing the currently used section of the array. And you can shrink/grow the used 

slice as necessary and prevent allocations to garbage collection of the underlying arrays as 

your slice grows. 


